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1. Introduction  

1.1. Who is this book for  
This book is created as a guide on how to build the data layer using Entity Framework in Microsoft.NET 

4.0, targeting programmers with experience in Microsoft .NET technologies. 

2. The data layer with an O/R M 

2.1. What is an Object/Relational Mapper  
There are many possibilities for creating the data layer in a .NET application. O/RM tools represent one 

of these possibilities, and there are many technologies which can be used to accomplish this goal. I will 

enumerate a few: Entity Framework, nHibernate, Data Objects, etc. 

Generally, an O/RM is a technology which helps you transform data from the relational form to an 

objects form. In the database you typically store data in a relational manner (tables, views, stored 

procedures, etc), and in an application you have data represented as objects and collections of objects. 

Thus, the correspondent of a table from the relational world is a class from the objects world; the 

correspondent of a record in a table from a database is an instance of an object in the application; and 

so on. 

O/RM tools and technologies help you mainly by automating the processes of getting data from the 

database and storing it in your objects, and the other way around. They usually come with a designer 

which enables you to create the object entities very fast based on the database schema, or the other 

way around. 

2.2. Why building the data layer with an O/RM  
You should use an O/RM for your application ǿƘŜƴ ǘƘŜ ŀǇǇƭƛŎŀǘƛƻƴ ƛǎ ƭŀǊƎŜ ŜƴƻǳƎƘΦ L ƪƴƻǿΣ άƭŀǊƎŜ 

ŜƴƻǳƎƘέ ƛǎ ǾŜǊȅ ŀƳōƛƎǳƻǳǎ but I want to emphasize that applications which take much time to build and 

maintain, worth spending some time building them in an Object Oriented manner. 

As I said, there are other possibilities for building the data layer in a .NET application: (1) creating all the 

code from scratch, maybe using some data layer patterns like Table Data Gateway 

(http://mar tinfowler.com/eaaCatalog/tableDataGateway.html) or Active Record 

(http://www.martinfowler.com/eaaCatalog/activeRecord.html), etc.; (2) using Microsoft Enterprise 

Library ς Data Access Application Block (http://msdn.microsoft.com/en-us/library/ms954836.aspx) ς 

which actually is a wrapper above the ADO.NET methods; (3) using LINQ to SQL 

(http://msdn.microsoft.com/en-us/library/bb425822.aspx) ς which is a nice technology for a data layer, 

but is often thought about as an O/RM and actually is not. 

Using an O/RM gives you the advantage of treating data as instances of classes, like business-related 

entities. For example when building an online shop, you will have entities (classes) like Product, 

ProductCategory, Order, etc. Thus, placing an order in the system implies creating an object of type 

http://martinfowler.com/eaaCatalog/tableDataGateway.html
http://www.martinfowler.com/eaaCatalog/activeRecord.html
http://msdn.microsoft.com/en-us/library/ms954836.aspx
http://msdn.microsoft.com/en-us/library/bb425822.aspx


Order and associating it with an instance of an existing Product, and storing it to the database. 

Something like: 

Order o = new Order();  

o.Product = context.Product.Where(p.Name == ñBMWò).FirstOrDefault(); 

context.AddToOrder(o);  

context.SaveChanges();  

When working in a relational fashion, placing an order means creating an ADO.NET command which 

contains an INSERT statement to the Order table with an unique identifier from the Product table as the 

product related to the order. Something like: 

SqlCommand com = new SqlCommand(ñINSERT INTO Order(..., ProductId) 

VALUES(..., ñ + productId + ñ)ò, sqlConnection); 

sqlConnection.Open();  

com.ExecuteNonQuery();  

sqlConnection.Close();  

The first approach is more intuitive and thus easier and cheaper to maintain on the long run. 

3. Introducing Microsoft Entity Framework  
Microsoft Entity Framework was introduced in the 3.5 SP1 version of .NET ƛƴ нллуΦ LǘΩǎ ŀ ƴŜǿ ǘŜŎƘƴƻƭƻƎȅ 

for accessing data, but classic ADO.NET is still supported in .NET 4.0 and will continue to be supported in 

future versions. 

Besides the general advantages of building the data layer with an O/RM, Entity Framework has a few 

ƳƻǊŜΥ όмύ ȅƻǳ ŘƻƴΩǘ ƴŜŜŘ ǘƻ ǿƻǊǊȅ ŀōƻǳǘ ǘƘŜ ǳƴŘŜǊƭȅƛƴƎ ŘŀǘŀōŀǎŜ ǎŎƘŜƳŀΣ όнύ ƛǘ ƛƴǘŜƎǊŀǘŜǎ Ŝŀǎily with 

other Microsoft technologies like Windows Communication Foundation, Silverlight, ASP.NET and so on. 

3.1. The first application with Entity Framework  
All the samples in this book will be created on top of the same database, called 

DataLayerEntityFramework. The initial structure is presented in the following diagram: 



 

So, we have a database which keeps tracks of Publications (Books or Videos) which are created by 

Authors and which may have additional Resources. 

Setting up the demo  

For a simple demo, just to see how to make a basic use of Entity Framework, we will create a console 

application. I will use Visual Studio 2010 Beta 2 for all my examples. The application called 

01_FirstApplication can also be found in the companion code archive and was created following these 

steps: 

1. We have a console application created by the Visual Studio 2010 template. 

2. We right click on the project, select Add -> New Item and chose ADO.NET Entity Data Model to 

add a new edmx file to our project: 

Author
Id

Name

Address

Publication
Id

Title

AuthorId

IsBookOrVideo

PublicationResource
Id

ResourceName

ResourceUrl

PublicationId



 

3. ! ǿƛȊŀǊŘ ŦƻǊ ŎǊŜŀǘƛƴƎ ǘƘŜ 9ƴǘƛǘȅ 5ŀǘŀ aƻŘŜƭ ǎǘŀǊǘǎΦ /ƘƻǎŜ άDŜƴŜǊŀǘŜ ŦǊƻƳ ŘŀǘŀōŀǎŜέ ŀƴŘ ŎƭƛŎƪ 

Next. 

4. In the Choose Your Data Connection screen, select the connection to your database server 

ǿƘƛŎƘ Ƙŀǎ ǘƘŜ 5ŀǘŀ[ŀȅŜǊ9ƴǘƛǘȅCǊŀƳŜǿƻǊƪ ŘŀǘŀōŀǎŜ ŀǘǘŀŎƘŜŘΦ !ŦǘŜǊ ŎƭƛŎƪƛƴƎ ƻƴ άbŜǿ 

/ƻƴƴŜŎǘƛƻƴΦΦΦέΣ ŜƴǘŜǊ ǘƘŜ ǎŜǊǾŜǊ ƴŀƳŜΣ ǘƘŜƴ ǎŜƭŜŎt the database and click Ok: 



 

5. /ƘŜŎƪ ά{ŀǾŜ Ŝƴǘƛǘȅ ŎƻƴƴŜŎǘƛƻƴ ǎŜǘǘƛƴƎǎ ƛƴ !ǇǇΦ/ƻƴŦƛƎ ŀǎΥέ ŀƴŘ ŎƭƛŎƪ bŜȄǘΦ 

6. Here is the step where we choose which objects from the database should appear in the Entity 

data Model of our application. In our simple example, we only use the tables in the above 

ŘƛŀƎǊŀƳΣ ǎƻ ƻƴƭȅ ŎƘŜŎƪ ǘƘŜƳΦ tƭŜŀǎŜ ƴƻǘƛŎŜ ǘƘŜ ŎƘŜŎƪōƻȄ άtƭǳǊŀƭƛȊŜ ƻǊ ǎƛƴƎǳƭŀǊƛȊŜ ƎŜƴŜǊŀǘŜŘ 

ƻōƧŜŎǘ ƴŀƳŜǎέ ǿƘƛŎƘ ƛǎ ƴŜǿ ǘƻ Φb9¢ пΦл ŀƴŘ ǿƘƛŎƘ ŜƴŀōƭŜǎ ǘƘŜ ǇƭǳǊŀƭǎ ƻǊ ǎƛƴƎǳƭŀǊǎ ƻƴ ƻōƧŜŎǘǎΥ 



 

7. After selecting the tables, click Finish. Now Visual Studio creates: 

a. An edmx file, which is basically an XML file but Visual Studio has a designer for it. 

b. Ad .designer.cs file ς which contains the C# code for our entities. 

 



[ŜǘΩǎ ǎǇŜƴŘ ŀ ƭƛǘǘƭŜ ǘƛƳŜ ƭƻƻƪƛƴƎ ŀǘ ǘƘŜ ƎŜƴŜǊŀǘŜŘ ŘƛŀƎǊŀƳΦ CƛǊǎǘΣ ǿŜ ǎŜŜ ǘƘŜ о ŜƴǘƛǘƛŜǎ ŎƻǊǊŜǎǇƻƴŘƛƴƎ ǘƻ 

the 3 tables in our database. One very important aspect, which underlines the role of an O/RM, is how 

relationship between entities are represented. Take for example the two tables from our database: 

Author and Publication. A Publication has an Author, and we represent this by a Foreign Key ς which is 

ǘƘŜ ǿŀȅ ƻŦ ǊŜǇǊŜǎŜƴǘƛƴƎ ǊŜƭŀǘƛƻƴǎƘƛǇǎ ƛƴ ŀ ǊŜƭŀǘƛƻƴŀƭ Řŀǘŀ ǎǘƻǊŜΦ Lƴ ƻǳǊ ŜƴǘƛǘƛŜǎΩ ƳƻŘŜƭΣ ŀƴ ƻōƧŜŎǘ ƻŦ type 

Author has a collection of objects of type Publication (called Publications) and an object of type 

Publication contains an object of type Author. 

The Visual Studio Entity designer supports UML and is totally different from the older Class Diagram 

designer. You can observe the Mapping Details section when into the designer, and also the Properties 

available for entities and for properties of our entities. For example, if you click on Publication in the 

designer, you will see these properties: Abstract = False, Access = Public, and so on ς all referring to the 

Publication class. If you select the Title property of Publication class, you see its properties, e.g. Nullable 

= False (as it is set in the database) and so on. 

Getting some data from the database  

Now let us make some simple actions with the data. We will query the database for the list of available 

Publications. In order for us to work with the entities and the supporting database, we need an instance 

of a class of type ObjectContext which has been generated by the Visual Studio designer when we 

created the model. In our case, this class is called DataLayerEntityFrameworkEntities, as you can check it 

in the Model1.Designer.cs. An instance of an ObjectContext keeps all the communication with the 

database and the references to all the loaded objects, and we will explain it more clear in the following 

section.  

So, in Program.cs ς Main method, we put this code: 

static  void  Main( string [] args)  
{  

DataLayerEntityFrameworkEntities  context = new DataLayerEntityFrameworkEntities ();  
       List <Publication > publications = context.Publications.ToList();  
       foreach  ( Publication  pub in  publications)  
       {  
           Console .WriteLine(pub.Title);  
       }  
}  

 

We declare a list of Publication to store the query results into it. We get the publications by using the 

context and its Publications property (a kind of queryable collection), but we need to apply the ToList() 

method in order to create an actual query to the database and execute it and return the data. If you run 

this program, you should get a result similar to this: 



 

bƻǿ ƭŜǘΩǎ Ǉƭŀȅ ŀ ōƛǘ ǿƛǘƘ ǘƘƛǎ ŎƻŘŜΦ {ŀȅ ǿŜ ǿŀƴǘ ǘƻ ǎŜŜ ƴƻǘ ƻƴƭȅ ǘƘŜ tǳōƭƛŎŀǘƛƻƴΩǎ ¢ƛǘƭŜΣ ōǳǘ ŀƭǎƻ ƛǘΩǎ 

!ǳǘƘƻǊΩǎ bŀƳŜΦ We change the line which prints to the console as the following: 

Console .WriteLine(pub.Title + ". Author: "  + pub.Author.Name);  

 

Then we run the application and ... 

 

Now, at this point a reader, who worked with Entity Framework from version 3.5 SP1, might be a little 

surprised as I initially was. This is an improvement of .NET 4.0, which automatically loads the pub.Author 

object even if we never say it explicitly. What happens in our case, is a Lazy Loading mechanism: we first 

load the Publications (a query only to Publication table), then in the foreach loop at the request for 

pub.Author, a new query is made behind the scenes to get the Author for the specific publication. 



Lazy Loading is one option regarding references of entities. We have the other one, called Eager 

Loading, which makes a query on all ǎǇŜŎƛŦƛŜŘ ǘŀōƭŜǎ όǇŜǊŦƻǊƳǎ ŀ {v[ WhLb ŀŎǘǳŀƭƭȅύΦ {ƻ ƭŜǘΩǎ ŎƘŀƴƎŜ ƻǳǊ 

code to this: 

DataLayerEntityFrameworkEntities  context = new DataLayerEntityFrameworkEntities ();  
List <Publication > publications = context.Publications.Include( "Author" ).ToList();  
foreach  ( Publication  pub in  publications)  
{  

Console .WriteLine(pub.Title + ". Author: "  + pub.Author.Name);  
}  

 

The result of executing the code above is the same as the previous one. The only difference is how 

ǉǳŜǊƛŜǎ ŀǊŜ ƳŀŘŜ ƛƴ ǘƘŜ ŘŀǘŀōŀǎŜΦ {ƻΣ ƛΩƭƭ ǊŜŎŀǇ ƘŜǊŜΥ 

1. In case one (without any Include(...)), context.Publications.ToList() performs a query on the 

Publication table. Then, pub.Author.Name performs a query on the Author table with a WHERE 

clause. 

2. In the second case, a SELECT with JOIN is performed on Publication and Author tables. 

Adding data to the database  

bƻǿ ƭŜǘΩǎ ǎŀȅ ǿŜ ǿŀƴǘ ǘƻ ŀŘŘ ŀ ƴŜǿ tǳōƭƛŎŀǘƛƻƴ ǘƻ ǘƘŜ ŘŀǘŀōŀǎŜΦ ²Ŝ Ŏŀƴ Řƻ ǘƘƛǎ ōȅΥ 

1. Creating a new object of type Publication. 

2. Set all of the mandatory properties. These include setting an Author. 

3. Save the new object to the database. 

Here is the code for this scenario: 

DataLayerEntityFrameworkEntities  context = new DataLayerEntityFrameworkEntities ();  
Publication  newPub = new Publication ()  
{  

Title = "New Title" ,  
       IsBookOrVideo = true ,  
       Author = context.Authors.Where(a => a.Name == "Jane Doe" ).FirstOrDefault()  
};  
context.AddToPublications(newPub);  
context.SaveChanges();  
// check if the new publication is in the database  
foreach  ( Publication  pub in  context.Publications.ToList())  
{  

Console .WriteLine (pub.Title + ". Author: "  + pub.Author.Name);  
}  

 

I have to explain a few things. Setting the Author property is done by first querying the database for an 

!ǳǘƘƻǊ ǿƛǘƘ ǘƘŜ ƴŀƳŜ άWŀƴŜ 5ƻŜέ ŀƴŘ ƛŦ ŀ ǊŜǎǳƭǘ ƛǎ ǇǊŜǎŜƴǘ ǿŜ ŀǎǎƛƎƴ ƛǘ ǘƻ ǘƘŜ ǇǊƻǇŜǊǘȅΦ ¢ƘŜ ²ƘŜǊŜόΦΦ.) 

method is an extension method present in LINQ (language integrated query) used to query the data 

against which is run. In our case, we query entities so we are talking about LINQ to Entities here. The 



FirstOrDefault() method returns the first element which matches the query or null in case of a void 

result. 

After we have the new Publication instance, we have to assign it to the ObjectContext ς so it can keep 

track of it from now on. At this point, our context knows about a new Publication but only in memory. It 

ǿƛƭƭ ōŜ ŀŘŘŜŘ ǘƻ ǘƘŜ ŘŀǘŀōŀǎŜ ǘƘŜ ƴŜȄǘ ǘƛƳŜ ǿŜ Ŏŀƭƭ {ŀǾŜ/ƘŀƴƎŜǎόύ ƻƴ ǘƘŜ ŎƻƴǘŜȄǘΦ ¢ƘǳǎΣ ƛǘΩǎ ǇƻǎǎƛōƭŜ ǘƻ 

make many operations with the context objects in memory (add new objets, update or delete existing 

ones) and at the point we call SaveChanges() a batch of operations (actually a Transaction) is sent to the 

database. 

And here is the result: 

 

This is it for now. In the following sections I will explain how Entity Framework works and which are 

some of the most common scenarios. 

3.2. Entity Framework exp lained  
In this section I will explain what the underlyings of Entity Framework are. 

Entities  

!ƴ άŜƴǘƛǘȅέ ƛƴ 9ƴǘƛǘȅ CǊŀƳŜǿƻǊƪ ƛǎ ŀƴ ƛǘŜƳ όŎƭŀǎǎύ ǿƘƛŎƘ ƛǎ ŘŜǎŎǊƛōŜŘ ƛƴ ŀ ŜŘƳȄ file and we can see in the 

designer. All objects which contain data from our model are instances of these entities. What makes an 

entity: 

1. Data properties ς properties which contain the data, and which correspond to the table 

columns. 

2. Reference properties ς objects or collections of objects which represent the references from the 

ŘŀǘŀōŀǎŜΦ Lƴ ƻǳǊ ŜȄŀƳǇƭŜ ŎŀƭƭŜŘ ά01_FirstApplicationέΣ ǘƘŜ tǳōƭƛŎŀǘƛƻƴ Ŝƴǘƛǘȅ Ƙŀǎ ŀ ǇǊƻǇŜǊǘȅ 

called AuthorReference of type EntityReference<Author>, and Author entity has a property 

Publications of type EntityCollection<Publication>.  

3. They ŘƻƴΩǘ have behavior ς like any other business entities, apart from the methods used to 

keep track of entities in the ObjectContext. 



ObjectContext  

Is the primary class for interacting with entities. An instance of this class is needed in order to work with 

the database underneith, as it encapsulates: 

1. A connection to the database, which is managed transparently for the programmer, but which 

can also be managed directly. 

2. Metadata for the entities model. 

3. An ObjectStateManager object that keeps the entities in the cache. 

Working with data  

With the help of Entities and the ObjectContext, we can work with data on the application side, in 

memory, without having to interact with the database any time we want to change our data but only 

when we want to presist it. Of course, in different architecture types we will have different strategies of 

ƳŀƴŀƎƛƴƎ ǘƘŜ hōƧŜŎǘ/ƻƴǘŜȄǘ όǎƻ ǘƘŜ Řŀǘŀ ŎŀŎƘŜύ ŀƴŘ ǎƻƳŜǘƛƳŜǎ ƛǘ ǿƻƴΩǘ ōŜ ƻǇǘƛƳŀƭ ǘƻ ŎŀŎƘŜ ǘƘŜ Řŀǘŀ ƛƴ 

memory but we will prefer a stateless ObjectContext. More on this subject, in the chapter Using Entity 

Framework in different architectures. 

Getting data ultimately means creating a query and running it against a database. We do not explicitely 

create a SQL command (as we were used to do it in ADO.NET 2.0) but use the entities and 

ObjectContext. Here is the example we saw in the previous section: 

DataLayerEntityFrameworkEntities  context = new DataLayerEntityFrameworkEntitie s();  
List <Publication > publications = context.Publications.ToList();  
 

The instance of ObjectContext, context needs to be created first. After this instantiation we can work 
with data as long as this object exists. The next line actually creates and executes the query against the 
database, like this: 

1. When we call context.Publications we tell Entity Framework to prepare a query. Of course, we 
can apply extension methods like Where(...) and in this case the query becomes more specific. 

2. When we call ToList() or any method which returns entities or collections of entities (like First(), 
FirstOrDefault()) the query prepared in step 1 is sent to the database server. 

3. The resulted data is sent back to Entity Framework, via the connection to the database, and the 
relational structure is automatically transformed into entities. At this point, data is loaded in the 
ObjectContext cache and will continue to exist there as long as the context is alive. 

 

3.3. Common scenarios  
Out of experience with Entity Framework I have seen some scenarios of usage which are very common. 

Almost every EF enabled application will use most of the scenarios listed in this section, and there may 

ōŜ ƻǘƘŜǊǎ ǿƘƛŎƘ L ŘƛŘƴΩǘ ƳŜƴǘƛƻƴ ƘŜǊŜΦ 

¢ƻ ŜȄŜƳǇƭƛŦȅ ǘƘŜǎŜ ǎŎŜƴŀǊƛƻǎΣ L ǿƛƭƭ ǳǎŜ ǘƘŜ ŀǇǇƭƛŎŀǘƛƻƴ ά02_CommonScenarios_1έ ŦǊƻƳ ǘƘŜ ŎƻƳǇŀƴƛƻƴ 

ŎƻŘŜ ŀǊŎƘƛǾŜΣ ǿƛǘƘ ǘƘŜ ǎŀƳŜ ŘŀǘŀōŀǎŜ άDataLayerEntityFrameworkέΦ 



 

Loading references (child Entities) . Lazy versus Eager Loading 

Our sample application already has the model of entities: Author, Publication, PublicationResource. We 

will next load an Author together with all his Publications and all of the PublicationResources attached 

to them. If you remember the first of our examples, a bit earlier, there are 2 options regarding 

references loading: Lazy Loading and Eager Loading. 

Here is the code which does what I mentioned in a Lazy Loading fashion: 

DataLayerEntityFrameworkEntities  context = new DataLayerEntityFrameworkEntities ();  
Author  author1 = context.Authors.Where(a => a.Name == "Jane Doe" ).FirstOrDefault();  
Console .WriteLine(author1.Name);  
foreach  ( Publication  pub in  author1.Publications)  
{  

Console .WriteLine( " \ t"  + pub.Title);  
       foreach  ( PublicationResource  pubRes in  pub.PublicationResources)  
       {  
        Console .WriteLine( " \ t \ t"  + pubRes.ResourceName);  

}  
}  

 

The result after executing the application: 

 

²Ŝ Ƴŀȅ ƴƻǘ ǿŀƴǘ 9C ǘƻ ǇŜǊŦƻǊƳ ǘƘƛǎ ǿŀȅΣ ǎƛƴŎŜ ƛǘΩǎ ƴƻǘ ǾŜǊȅ performing. I mean, if you were to run the 

application with the debugger, and you will trace the commands executed on an MS SQL Server instance 

with SQL Server Profiler, you will notice which are the queries sent to the database engine. 

1. Put a breakpoint on the first Console.WriteLine statement, immediately after loading the 

author. Then look in the Profiler and you see that the command excuted only queries the Author 

table. 



 

2. Put a breakpoint on the next Console.WriteLine statement, inside the first foreach. Run the 

application up to that breakpoint, and look into the Profiler to see that another query is 

performed, thi time looking for all the Publications for a specific AuthorId. 

 

3. Then put a breakpoint to the last Console.WriteLine statement, and skip directly to it. Look in 

the Profiler and see that another query is done, which ultimately selects all 

PublicationResources for a PublicationId which belongs to an AuthorId. 

 

We can see that for every Author (in our case is only one) a query is made to get his Publications, and 

then for every Publication, a query is done to get its PublicationResources. If we had 1000 Authors, each 

with 100 Publications, and each Publication with 20 resources - you can imagine the time spent to get 

that result we were looking for. 

We can achieve this same result, by eagerly loading all the references. Here is the code for this option: 

DataLayerEntityFrameworkEntit ies  context = new DataLayerEntityFrameworkEntities ();  
Author  author1 = context.Authors  

.Include( "Publications" ).Include( "Publications.PublicationResources" )  
       .Where(a => a.Name == "Jane Doe" )  
       .FirstOrDefault();  



Console .WriteLine(author1.Name);  
foreach  ( Publication  pub in  author1.Publications)  
{  

Console .WriteLine( " \ t"  + pub.Title);  
       foreach  ( PublicationResource  pubRes in  pub.PublicationResources)  
       {  
        Console .WriteLine( " \ t \ t"  + pubRes.ResourceName);  

}  
}  

 

Please notice the Include() methods, and their parameters. For getting child entities in a cascading 

manner: Author->Publication->PublicationResource, starting from Author we have to include all 

ǊŜƭŀǘƛƻƴǎƘƛǇǎΦ ¢ƘŜ ŦƛǊǎǘ ƻƴŜ ƛǎ ŎŀƭƭŜŘ άtǳōƭƛŎŀǘƛƻƴǎέ ς notice the plural used here, ŀǎ ƛǘΩǎ ŀ ŘƛŦŦŜǊŜƴŎŜ ŦǊƻƳ 

9C ƛƴ Φb9¢ оΦр {tмΦ ¢ƘŜ ƴŜȄǘ ǊŜŦŜǊŜƴŎŜ ƛǎ ǎǇŜŎƛŦƛŜŘ ōȅ ƛǘΩǎ Ŧǳƭƭ ƴŀƳŜ άtǳōƭƛŎŀǘƛƻƴǎΦtǳōƭƛŎŀǘƛƻƴwŜǎƻǳǊŎŜǎέΦ 

Only one query is executed against the database, which performs a join between all three tables 

involved: Author, Publication, PublicationResource. It is quite large, but I included it here: 

 

Delayed query execution  

The moment of query execution in the database is important, and can be specified by us depending on 

Ƙƻǿ ǿŜ ǿǊƛǘŜ ƻǳǊ 9C ŎƻŘŜΦ [ŜǘΩǎ ǘŀƪŜ ǘƘƛǎ ŜȄŀƳǇƭŜΥ 

DataLayerEntityFrameworkEntities  context = new DataLayerEntityFrameworkEntities ();  
List <Author > authors = context.Authors.ToList();  
foreach  ( Author  author in  authors)  
{  

Console .WriteLine(author.Name + " \ t"  + author.Address);  
}  

 



The query is executed in the database engine immediately after calling ToList() method, and after that 

we have the authors ƻōƧŜŎǘ ƭƻŀŘŜŘ ǿƛǘƘ ŘŀǘŀΦ bƻǿ ƭŜǘΩǎ ƭƻƻƪ ŀǘ ǘƘƛs piece of code: 

DataLayerEntityFrameworkEntities  context = new DataLayerEntityFrameworkEntities ();  
var  authors = context.Authors;  
foreach  ( Author  a in  authors)  
{  

Console .WriteLine(a.Name + " \ t"  + a.Address);  
}  

 

In this case, when the program execution hits the foreach statement no query has been submitted to 

ǘƘŜ ŘŀǘŀōŀǎŜ ŜƴƎƛƴŜ ȅŜǘΦ ! ǉǳŜǊȅ Ƙŀǎ ƻƴƭȅ ōŜŜƴ ŎǊŜŀǘŜŘ ōȅ 9C ƛƴǎƛŘŜ ǘƘŜ ŀƴƻƴȅƳƻǳǎ ƻōƧŜŎǘ άŀǳǘƘƻǊǎέ 

and is waiting to be used, but the execution only takes plŀŎŜ ǿƘŜƴ ŦƛǊǎǘ ǊŜŦŜǊŜƴŎƛƴƎ άŀǳǘƘƻǊǎέΦ ¢Ƙƛǎ 

option of delaying query execution is very helpful when considering performance, and we will look 

deeper into this aspect later on. 

Inserting real life data  

We will first add a new Publication into the database. We have to: 

1. Create a new object of type Publication 

2. Set all of its mandatory properties. They are mapped to the non-nullable columns in the 

ŘŀǘŀōŀǎŜΣ ǎƻ ƛǘΩǎ Ŝŀǎȅ ǘƻ ǎŜŜ ǘƘŜ ƳŀƴŘŀǘƻǊȅ ŎƻƭǳƳƴǎΦ 

3. A specific case of mandatory properties are the references. In our case, we must set an Author 

for the new Publication. 

4. We add the new object instance to the context, using one of the extension methods created by 

EF, specific to the object type. In our case, we call AddToPublications() method. 

5. Only when we want to persist the changes in the database we need to call SaveChanges() 

method on the context. Until then, anyway, our object can be used from the memory ς the 

context ObjectCache. 

{ƻΣ ǘƘƛǎ ƛǎ ŀ ǎŀƳǇƭŜ ŎƻŘŜ ŦƻǊ ŀŘŘƛƴƎ ŀ ƴŜǿ tǳōƭƛŎŀǘƛƻƴ ŦƻǊ ŀ ǎǇŜŎƛŦƛŎ !ǳǘƘƻǊΣ άWŀƴŜ 5ƻŜέΥ 

DataLayerEntityFrameworkEntities  context = new DataLayerEntityFrameworkEntities ();  
Publication  pub = new Publication ();  
pub.Author = context.Authors.Where(a => a.Name == "Jane Doe" ).FirstOrDefault();  
pub.IsBookOrVideo = true ;  
pub.Title = "Developing web applications with Silverlight 3.0" ;  
context.AddToPublications(pub);  
context.SaveChanges();  
// checking the new title in the database  
foreach  ( Publication  p in  context.Publications)  
{  

Console .WriteLine(p.Title);  
}  

 



In this sample, when setting the Author of the new Publication we first make a query against the 

database to get a specific Author. We will see further on that there is another way of setting the 

tǳōƭƛŎŀǘƛƻƴΩǎ !ǳǘƘƻǊΣ ǿƛǘƘƻǳǘ ƳŀƪƛƴƎ ŀ ǎǳǇƭƛƳŜƴǘŀǊȅ Ŏŀƭƭ ǘƻ ǘƘŜ ŘŀǘŀōŀǎŜΦ 

Here is the result after executing the code: 

 

!ƴƻǘƘŜǊ Ǉƻǎǎƛōƛƭƛǘȅ ǘƻ ǎŜǘ ǘƘŜ tǳōƭƛŎŀǘƛƻƴΩǎ !ǳǘƘƻǊ ƛǎ ǘƻ ǎŜǘ ǘƘŜ !ǳǘƘƻǊLŘ property, without calling the 

database. In real-life situations, we may not want to make an extra call to the database if we already 

know the unique identifier of the Author we want to set to our Publication. 

DataLayerEntityFrameworkEntities  context = new DataLayerEntityFrameworkEntities ();  
Publication  pub = new Publication ();  
pub.AuthorId = 2;  
pub.IsBookOrVideo = true ;  
pub.Title = "Developing web applications with Silverlight 4.0" ;  
context.AddToPublications(pub);  
context.SaveChanges();  
// checking the new  title in the database  
foreach  ( Publication  p in  context.Publications)  
{  

Console .WriteLine(p.Title);  
}  

 

Notice that instead of setting the Author property of our new Publication, we set the AuthorId property. 

bƻǿΣ L ƪƴƻǿ ǘƘƛǎ ƛǎ ƴƻǘ ŀƴ άhōƧŜŎǘ hǊƛŜƴǘŜŘέ ŀǇǇǊƻŀŎƘΣ ƛǘΩǎ ƳƻǊŜ ƭƛƪŜ ŀ Řŀǘŀ-oriented approach, but I 

ŘƻƴΩǘ ǎŜŜ ŀƴȅ ǇǊƻōƭŜƳ ǳǎƛƴƎ ǘƘƛǎ ƪƛƴŘ ƻŦ άǎƘƻǊǘŎǳǘǎέ ƛŦ ǘƘŜȅ ƘŜƭǇ ǇŜǊŦƻǊƳŀƴŎŜǿƛǎŜΦ hŦ ŎƻǳǊǎŜΣ ǘƘŜ 

limitation of this case is that we already know the Id of the Author we want to set. 

Here is the result: 



 

Updating real life data  

[ŜǘΩǎ ǎŀȅ ǿŜ ǿŀƴǘ ǘƻ ŎƘŀƴƎŜ ǘƘŜ ¢ƛǘƭŜ ƻŦ ŀ tǳōƭƛŎŀǘƛƻƴ ŦǊƻƳ ƻǳǊ ŘŀǘŀōŀǎŜΦ IŜǊŜ ƛǎ ǘƘŜ ǎƛƳǇƭŜǎǘ ŎƻŘŜ ǿŜ 

can write in order to achive the goal: 

DataLayerEntityFrameworkEntities  context = new DataLayerEntityFrameworkEntities ();  
// display all existing publications  
foreach  ( Publication  p in  context.Publications)  
{  

Console .WriteLine(p.Id + " \ t"  + p.Title);  
}  
Console .WriteLine( "Enter the Id and Title for updating the chosen Publication:" );  
Console .Write( "Id: " );  
int  pubId = Convert .ToInt32( Console .ReadLine());  
Console .Write( "Title: " );  
string  pubNewTitle = Console .ReadLine();  
Publication  pub = context.Publications.Where(p => p.Id == pubId).FirstOrDefault();  
pub.Title = pubNewTitle;  
context.SaveChanges();  
// checking the updated titl e in the database  
foreach  ( Publication  p in  context.Publications)  
{  

Console .WriteLine(p.Id + " \ t"  + p.Title);  
}  

 

Please take a look at what we do in the code above: 

1. We first list all Publications. 

2. The application requests entering the Id of a Publication to be modified. Then, it requests the 

new Title. 

3. A query is made to select the Publication with the given Id. 

4. We change the Title property on the object. 

5. We save the changes to the database. 
































































